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Green HPC - Dynamic Power Management in HPC

Introduction

High Performance Computing (HPC) capacity relies on energy for both powering the computer hardware and
cooling the air. According to IDC, “50¢ is spent to power & cool servers for every $1 in server spending today;
this will increase to 70¢ by 2010” (Figure 1). Facility power & cooling is one of the major costs for

HPC data centers.
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Figure 1 IDC's prediction of data center power cost vs. server cost

Governments in many countries also have multiple programs to understand, track, and rate datacenter efficiency'.
For example, US data center power consumption has been doubling every 5 years” and that rate appears to be
accelerating as more and more companies rely on server farms for infrastructure and IP generation. Studies by the
EPA have shown that datacenters consumed 1.5% of the total power production in 2006. IDC has continued to
monitor power requirements for datacenters and recently released a warning that the growth rate is accelerating.’
Finally, records show that electric bills for US companies totaled $2.7 Billion USD and just over $7 Billion

worldwide.

How can an HPC data center minimize energy cost without sacrificing performance?

«  Adopting blade technology
«  Adopting hardware that offers more performance per kilowatt
«  Adopting system management software for IT staff to manage power consumption.

' See http://www.energystar.gov/index.cfm2c=prod_development.server_efficiency
? See http://www.eweek.com/c/a/IT-Infrastructure/Data-Center-Power-Consumption-on-the-Rise-Report-Shows/

® See http://www.idc.com/getdoc.jspecontainerld=prUK21455708
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But have most HPC centers optimized their energy consumption with the current available solutions2 Platform
computing is uniquely positioned as a workload management technology vendor to provide solutions which
respond dynamically to workload characteristics. We believe there is room in HPC centers to further reduce energy
cost beyond the traditional hardware and system management software solutions. This paper describes strategies
for dynamically managing the energy consumption of an HPC center by optimizing workload scheduling and
computer power management. Depending on the workload, this solution can reduce power consumption by 10%-
30% on top of the latest energy saving hardware and software solutions.

“Green” Strategies

Counter-intuitively, switching off some machines may or may not be the best method for optimizing power costs. This
kind of power control is definitely not the only type of optimization which can be used to maximize a datacenter’s
data output per kilowatt. Powering on and off hosts can increase job latencies, because of host boot time.
Unpredictable workloads are difficult to manage when doing direct power control and can cause power “thrashing”.

Some sites report that up to 20% machines need manual interaction when restarted, and about 1-2% of hardware
defects are observed after power-cycling.

As this kind of action becomes more and more common, hardware OEMs will start testing their hardware for power
cycles. The introduction of technologies such as external DC power supplies and solid state disks rather than
traditional spinning disks will significantly insulate new servers from being impacted by power cycling.

A better “Green” strategy is to understand and predict thermodynamics of the data center. This requires profiles of
hardware energy consumption and application energy consumption, and the correlation between workload
distribution and the energy consumption of power and cooling. The strategy is to use workload management and the
information contained in that system to optimize energy consumption.

There are a number of steps for workload driven power management:

1. Power cost optimization

Power cost changes throughout the course of a day. High demand implies high price, low demand implies low price.
The power cost optimization strategy is used to minimize power cost by shifting workload to low cost periods. In

case where system utilization is near 100%, an alternative strategy is to schedule only high priority work during the
highest power cost period and prevent workload which can wait (i.e. low priority) from consuming power when it is
most expensive, (Figure 2).

Power Cost

_ High Priority Workload
Allworkload ONLY Allworkload

I \ I I
12AM 8AM 4PM 12AM

Figure 2: Scheduling high priority workload in peak hours
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2. Power Efficiency Optimization

In an HPC center, the power consumption of a node is dependent on its operational mode. When the node is off
and in sleep/standby mode, it consumes very little power. If a node is idle, it consumes 50-70% of power compared
to a fully loaded node. For the power efficiency optimization strategy to work, you first have to understand the
performance of a particular class of server per kilowatt. Such an efficiency metric can be application-dependant and
therefore should be considered carefully. Applications should then be routed to the servers which provide highest
performance per kilowatt, leaving the lower efficiency servers idle or, the last to be used.* Using tools such as
Platform LSF, such routing is easy and commonplace. This type of benchmarking can be thought of as hardware and
application profiling from a power consumption and compute technology standpoint.

Some additional hardware benchmarks have been performed to examine the difference in power consumption
between a fully load node and an idle one. Shown below is the fractional reduction in power consumption when a
host is idle:

o 50% AMD quad core benchmark server

» 30% EDA workload on memory server

o ~25% blade center tests by CERN

Some applications requiring heavy /O or, applications that wait for MPI messages, can be classified as “low load”
or “cool load” because the CPU tends to go idle and consume less power during these waiting periods. Using tools
like Platform RTM, it is possible to profile applications for power consumption.

In summary, 50% of the effort of power & heat management should be focused on optimizing workload based
power consumption. The next 50% should be focused on shutting hosts down or putting hosts into sleep status. To
do this, the workload management software needs to send workload to the most efficient host first, and then consider
whether to schedule workload when cooling is cheaper.

3. Hot Spot Control (Thermal Spatially Leveled Data Center)

Most HPC centers use central air conditioning (CRAC units) to remove heat from the HPC server farms. Due to the
unevenness of workload, preferred performance machines, heterogeneous hardware type, infrastructure
concentrations (i.e. switches, storage, backup units, etc., in various locations throughout the data center) and other
factors, hot spots are unavoidable, (Figure 3). Most commonly, datacenter HVAC is sized to cool the hottest point in
a datacenter down to tolerable levels. This leaves other points in the datacenter much cooler than they need be. If
workload could be distributed to flatten spikes in temperature, HYAC units could run at much lower than capacity,
where their efficiency is higher and their total power consumption is 30-60% less, than it is at full cooling power. Hot
spots not only require higher capacity CRAC, they also increase the chance of hardware failure.

“ Such a strategy prepares for and dovetails with power control actions nicely as the servers which consume the most power are the ones left idle most often
and therefore become candidates for powering off.
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Figure 3: Spatially visualizing hot spots in an HPC datacenter

A workload management system, such as Platform LSF, which is aware of the spatial distribution of servers, can
make scheduling decisions and host choices based not only on energy efficiency and job requirements, but also
select hosts in the spatial location that minimizes heat concentrations. This strategy of saving power cost is to
minimize “hot spots” in a datacenter that allows all CRAC systems to run at much lower capacity, significantly
conserving power for the same computational throughput.

This spatial requirement for jobs can be combined with CPU / motherboard / ambient temperatures as extended
load indices at the per server level. A workload management system will use the coldest host first, considering the
application power consumption profile, as illustrated in Figure 4.

Schedule new workload

2D Datacenter temperature map

Figure 4: Scheduling workload to avoid hot spots in the datacenter
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Implementation

There are two stages for implementing a “Green” HPC solution when using Platform LSF: a workload management
solution, and an extended management solution.

1. Workload management solution

The workload management solution treats node temperature and the hourly power price rate as
load indices (Figure 5).

Scheduler

Compute resources

Green Datacenter — New Data into Platform LSF

Figure 5: Architecture of a workload management "Green" solution

Jobs are submitted with a resource requirement string to include power or temperature related parameters.
bsub -R “.... sort [EEindex]..."”
=> results in “give me the host with highest Energy Efficiency Index”
bsub -R “.... sort [temperature]...”
=> results in “give me the coldest host first”
bsub —sla afternoon ...
=> shift workload away from peak energy prices at noon time
And of course, combining all three and including application containers which specify appropriate hosts for selected
applications, obtains the maximum power savings benefit.
bsub —sla afternoon -app dyna —R “sort[Eeindex,-temperature]” ....

Without external logic, Platform LSF is enhanced to schedule workload for leveling temperature in HPC center.

2. Extended management solution

To implement all “Green” strategies described in the strategy section, workload management configuration and
external index addition alone is not sufficient. Figure 6 shows an extended power management solution developed
on top of workload management. This solution is designed to leverage the workload management configuration, and
augment the power savings by shutting servers down or hibernating them until they are required by priority
workload or, power conditions are such that these servers can be booted for additional throughput at lowered cost.

Platform Computing Corporation Page 7 of 10



Green HPC - Dynamic Power Management in HPC 8

Thermodynamic Control GDD
& LSF integration logic

read semanitic set parameters

Scheduler

Aircondifioning  UP Com‘lte resources

Green Datacenter — New Data into Platform LSF

Figure 6: Extended "Green" management solution

This solution works with multiple workload management systems. A power management policy engine (GDD —
Green Datacenter Daemon) interacts with the workload management engine to gauge temperature, user demands
(pending jobs), power consumption etc. Based on the preconfigured policy, it intelligently guides the workload
management system to redirect workload, and interacts with hardware for power on, power off, sleep, and
hibernation for idle nodes in server farms.

This solution is far superior to any generalized power control actions alone. This is because every datacenter is
different. Without understanding users’ demands, executing power control in a vacuum can cause more headaches
than its worth. Every action GDD makes can be customized. Figure 7 is an example of a customized script for

hibernate.
" #i/binssh
HOSTHAMES=$1

ﬁ*\ 7 Hibernate ‘< for HDET in § (HOSTHAMES) ; do

badwin helose —-C DD is hibernmating this machine” $HOST

— | Decision
L. J _ ssh $HOST “echo disk = fsysfpowerSstace’
dots

\
Figure 7: Example of GDD power control
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3. Visualization:

Visualization is a critical piece in any of the management solutions. Without visualization, it is hard for the
administrator to understand the effectiveness of the solution, and even harder to tune the policy for power control
after introduction. It would also be hard for management to get a clear picture of return on investment progress.
The implementation provides an interface for visualization through Platform Management Console. Through the
console, system administrators and IT managers are able to see the following status and reports:

- Hosts powered up/down

- Number of pending jobs

- Host temperature (datacenter wide, per rack)
- Fan speeds

- Power consumption (kW/h)

#hosts

running [
pending (runable) [l
pending (not runable) []

20 Datacenter ternperature map time
Power Consumption ¢—*

w Pawer Savings e
4

S

kW hr

-—

- - -
S o

time

Figure 8: "Green" management solution visualization

“Green” ROI

There are two main benefits of “Green” HPC centers.

1. Saving on power cost. This is illustrated in the ROI calculator below.
2. Public relations. A “Green” label can raise the profile of an HPC data center, by showing, through hard numbers,
how it is helping to address issues around power consumption.

The “Green” ROl tool is a tool for IT management to calculate how much they could save on power cost. An
example we show here is that for a 6,000 node system, the annual saving could be more than $TM.
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Power & Energy coststime dependent tariff Save energy costs by tariffs Reduced y |
h/ day night tariff h |day tariff h |peak tariff h workload shift from savings on cooling total savings
cooling & losses* ratio 200%4 24 8| 14| 2|total save on peak [peak to day |day to night |raise intake temp* |shift to night* Total %o
night tariff € day tariff € peak tariff € |average 34 124 124 124 124
server cooling & losses* [total KWh $0.08] $0.14] $0.32] $0.14}
per day 333w 667W| 1.0kWj| 24 24 $0.64 $1.96 $0.64 $3.24 $0.02 $0.04, $0.10 $0.37} $0.32
week 7| 7
per week 333W] 667W| 1.0kW|  168] 16§| $4.48 $13.72] $4.48 $22.6§| $0.13 $0.30 $0.71 $2.58] $2.27|
month 31 31| |
per month 333W| 667W| 1.0kW| 732 732 $19.52] $59.78] $19.52] $98.82f $0.59) $1.32) $3.07] $11.26) $9.91
# servers/ per year year 365| 365)
1 333W] 667W| 1.0kW] 8760 8,760 $233.60} $715.40) $233.60]  $1,182.60 $7.01 $15.77| $36.79 $134.76} $118.59 $312.92| 26.46%
10 3,333W 6,667W| 10kW| 8760} 87,600 $2,336 $7,154] $2,336 $11,826) $70) $158] $368| $1,348 $1,186 $3,129] 26.46%
100 33,333W 66,667W| 100kW] 8760 876,000 $23,360) $71,540) $23,360  $118,260} $701 $1,577 $3,679 $13,476| $11,859 $31,292] 26.46%
1000 333,333W 666,667W| 1,000kW] 8760] 8,760,000  $233,600} $715,400 $233,600] $1,182,600) $7,008] $15,768| $36,792] $134,764 $118,592 $312,924] 26.46%
6000] 2,000,000W,| 4,000,000W| 6,000kW| 8760] 52,560,000] $1,401,600] $4,292,400 $1,401,600] $7,095,600) $42,048| $94,608| $220,752 $808,583 $711,553 $1,877,544| 26.46%

Conclusion

Figure 9: Example ROI calculation based on a 6,000 node datacenter

Workload-driven dynamic power management is more intelligent and has a lower user impact. This is a better
solution than centralized manual power management, in terms of the amount of power saved and the effort of system
administration. Being a major provider of leading-edge workload management solutions, Platform Computing is
committed to helping large HPC centers to keep our earth “Green”.

For further information on Platform’s implementation of “Green” HPC and the “Green” ROl tool, please contact your
Platform Computing representative or info@platform.com.
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